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Abstract 
Scoliosis is a medical condition where a person’s spine has a sideways curve. It usually occurs 

before puberty and prevents the lungs from functioning properly in severe cases. Scoliosis is 

typically diagnosed from X-ray images, but diagnostic X-rays increase the risk of developmental 

problems and cancer in those exposed. This project aims to obviate children’s X-ray exposure in 

the early diagnosis of scoliosis by generating X-ray images of children’s backs from the 

corresponding harmless RGB-D images rather than capturing the X-ray images directly from the 

children. An RGB-D image of a back combines a standard RGB image with its depth image, and 

the depth image consists of the distance between each point on the back and the camera to track 

the spine. In this project, a deep learning model based on HRNet was built and trained to detect 

landmark locations of the backs on the RGB-D images first. With the detected landmarks, the X-

ray images of the children’s backs were eventually synthesized from the corresponding RGB-D 

images by another deep learning model that was built and trained based on the pix2pix model. 

The source code of this project can be accessed through https://github.com/dawnonme/FYP-

Gradient-Explosion, and all the datasets and results can be accessed through https://

drive.google.com/drive/folders/1svAsJSGmX1O4tbuBP-kNvQJuOKPkQnNC?usp=sharing with 

password: fyp19013.  
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1. Introduction 
This section introduces the background information on scoliosis, project background, project 

objective, breakdown structure of this project, and individual contributions to this project. 

1.1 Background Information on Scoliosis 
Scoliosis is a medical condition where a person’s spine has a sideways curve. The difference 

between a normal spine and a spine with a sideways curve is illustrated in Figure 1. Adolescent 

Idiopathic Scoliosis (AIS) is the most typical scoliosis that occurs in children at the onset of 

puberty [1]. Researchers found that the prevalence of AIS was up to 5.2% among adolescents, 

and it may result in severe complications from injuries to the heart and lungs if it is not treated in 

time [2]. The early diagnosis of scoliosis in children is thus fundamental for precluding the 

severe consequences and guiding early treatments. The current golden standard for AIS 

assessment is to measure the Cobb Angle from X-ray images. A Cobb Angle is the curvature of a 

spine in degrees, and it is currently estimated by detecting and visualizing each vertebra from X-

ray images. A noteworthy drawback of this Cobb Angle measurement is its reliance on X-ray 

images. X-ray devices expose patients to radiation, and the radiation can increase the risk of 

developmental problems and cancer in those exposed. Generally, X-ray images are indispensable 

in the current diagnosis of scoliosis, but the process of capturing X-ray images is harmful to 

patients, especially children. 

1.2 Project Background 
There are many children aged from 10 to 18 who possibly suffer scoliosis coming to the Duchess 

of Kent Children's Hospital at Sandy Bay (DKH) for early diagnosis. The existing approach is 

for the doctors to measure the Cobb Angle from the X-ray images directly. The patients 

voluntarily took both RGB-D images and X-ray images in the photo lab of DKH to contribute 

their data to this project for further investigation. The expectation for this project is to generate 

X-ray images of the patients’ backs from the corresponding RGB-D images so that the future 

diagnosis of scoliosis can avoid X-ray radiation. It is proposed to synthesize X-ray images 

instead of directly measuring the Cobb Angle based on the RGB-D images because the synthetic 

X-ray images allow the doctors to check the backs more comprehensively. 
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Figure 1: A normal spine (left) and a sideways spine (right). 

1.3 Project Objective 
Given the significance of the early diagnosis of scoliosis in children and the adverse effects of 

the current diagnostic method, our team proposed to generate X-ray images of children’s backs 

from the corresponding RGB-D images to obviate children’s X-ray exposure. A deep neural 

network, which takes RGB-D images of children’s backs as inputs to produce corresponding X-

ray images, is expected to be built and trained throughout the whole project. An RGB-D image 

combines an RGB image with its depth image in which each pixel relates to a distance between 

the image plane and the object in the RGB image. A traditional RGB image only contains the 

information on the surface of the back as it is two-dimensional. With the addition of depth 

information, an RGB-D image becomes a valid alternative to produce the X-ray image because 

the depth information adds a third dimension to the original RGB image so that the spine can be 

detected, and its curvature can be measured. The current diagnostic method can remain the same 

except that the Cobb Angle measurement will be based on the synthetic X-ray images generated 

by the deep neural network instead of the images taken directly by X-ray machines. In addition 

to the spine curve, the synthetic X-ray images may provide more medical information for 

reference like what real X-ray images can achieve. Children can, therefore, avoid radiation 

exposure, and receive a reliable diagnosis of scoliosis and effective treatments meanwhile.  
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1.4 Project Workflow 
This project contains three main phases. The workflow of this project is illustrated in Figure 2. 

During the inception phase, our team implemented an interface to control the camera AKDK for 

capturing RGB-D images of children’s backs in the photo lab of DKH. For the duration of the 

whole project, a medical research assistant was responsible for taking RGB-D images and 

labeling anatomical landmarks, which are some predefined critical points to outline the backs on 

the RGB-D images according to medical conventions. In the second phase, our team built and 

trained a deep learning model based on HRNet to perform landmark detection that estimates the 

anatomical landmarks of the patients’ backs on the RGB-D images. In the third phase, another 

deep learning model based on the pix2pix model was built and trained to synthesize X-ray 

images from the detected landmarks from the second phase and the original RGB-D images. The 

second phase of this project serves as a preliminary stage for the final X-ray synthesis as the 

predicted landmarks obtained from the second phase may help to estimate the shape of the spine 

prior to the third phase, and thus increase the accuracy and reliability of the model. Eventually, 

this project is supposed to generate X-ray images of children’s backs from the corresponding 

RGB-D images with the help of the predicted landmarks. 

Figure 2: The flow chart of this report. 

1.5 Individual Contributions 
This project was mainly conducted by a team of two final year students from the Department of 

Computer Science, Huang Siyi (3035335349) and Li Gengyu (3035331886) under the supervisor 

of Professor Kenneth Wong. The individual contributions are listed in Table 1, where the tasks in 

blue were completed by Huang Siyi, the tasks in red were completed by the two students 

together, and the remaining tasks in black were completed by Li Gengyu. Moreover, the team 

worked closely with the researcher and research assistants from the Faculty of Medicine 

throughout the whole project.  
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Equipment Setup

Phase 2: Landmark Detection 
Deep Learning Model 1 

(HRNet)

Phase 3: X-ray Synthesis 
Deep Learning Model 2 

(pix2pix model)



Table 1: Individual contributions to this project. 

In the remainder of this report, different details regarding this project will be demonstrated 

further. Section 2 gives a literature review of this project, and section 3 focuses on the dataset 

configurations for different phases of this project. Section 4 demonstrates the primary methods 

used in each phase of this project, and section 5 explains the experiments conducted in this 

project and analyzes the corresponding results. Section 6 outlines the progress made throughout 

the whole project, and section 7 briefly concludes this report. 

2. Literature Review  
This section covers the existing approaches that are closely related to this project. 

2.1 Cobb Angle Measurement 
This project aims to generate X-ray images from which the Cobb Angle can be reliably measured 

since it is the golden standard of the current diagnosis of scoliosis. A Cobb Angle is defined as 

the greatest angle at a particular region of the vertebral column when measured from the superior 

endplate of a superior vertebra to the inferior endplate of an inferior vertebra [3]. The 

measurement of a sample Cobb Angle is visualized in Figure 3. The current diagnosis of 

scoliosis extensively relies on measuring the Cobb Angle from X-ray images. In the medical 

field, a person whose Cobb Angle exceeds 10 degrees is scoliotic [4]. The Cobb Angle is 

preferably measured while standing, because lying down decreases the Cobb angle by several 

degrees. In this project, patients should stand in front of the camera AKDK according to 

professional instructions to capture the RGB-D images of their backs, which ensures this 

project’s conformity to the standard of Cobb Angle measurement. 
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Developed an interface to control 
the camera. Preprocessed all the data. Preprocessed all the data.

Set up equipment in the photo lab.
Designed and implemented data 

augmentation and data 
normalization.
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augmentation and data 

normalization.

Computed statistics of all the data. Built the model. Built the model.

Wrote a detailed project plan Trained the model. Trained the model.

Developed the project website. Wrote an interim report. Wrote an individual final report.



Figure 3: A sample Cobb Angle measurement. 
2.2 Anatomical Landmarks 

The second phase of this project is to finish the task of detecting six anatomical landmarks from 

RGB-D images of patients’ backs to abstract the basic information about the spine curve. The 

anatomical landmarks are defined as some critical points on the back by medical conventions. 

The relative locations of the anatomical landmarks as far as this project is concerned are 

illustrated in Figure 4. C7 and Sacrum mark the starting point and end point of the spine curve 

vertically, and the remaining two pairs of landmarks constrain the spine curve horizontally. Since 

the anatomical landmarks roughly locate the spine and outline the spine curve, they shall provide 

useful information for the X-ray synthesis in the third phase of this project. Therefore, our team 

proposed to detect the landmark locations on the RGB-D images first and feed the landmarks 

together with the original RGB-D images to the model that generates the final product of this 

project so that the synthetic X-ray images can present the spine curve more accurately. 
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Figure 4: Anatomical landmarks. 
2.3 HRNet for Labelling Pixels and Regions 

The Hight-Resolution Network (HRNet) used in the second phase of this project for landmark 

detection on RGB-D images was developed by Ke et al. for obtaining strong high-resolution 

presentations of a pixel-labeled or region-labeled image that stores and represents an image in 

pixel or region level [5]. When performing facial landmark detection, the resulting high-

resolution representations produced by HRNet were proved to be not only strong but also 

spatially precise. The HRNet can be considered as a reliable and promising framework in pixel-

level classification tasks according to its lower error rates of landmark detection outcomes on the 

standard datasets WFLW, AFLW, COFW, and 300W [5]. The HRNet, therefore, is expected to 

give a satisfactory performance in the landmark detection tasks on RGB-D images in this project 

since they are pixel-level classification tasks as well. 

2.4 Generating Synthetic X-ray Images from the Surface Geometry 
The third phase of this project aims to synthesize X-ray images from the original RGB-D images. 

Similarly, Brian et al. proposed a pix2pix model to generate synthetic X-ray images from a 

person’s surface geometry with two networks for the generation of a full image from the partial 

image and a set of parameters and the estimation of the parameters from the full image, 
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respectively [6]. Their research provides a general guideline for this project, demonstrating the 

feasibility of generating synthetic X-ray images from the surface geometry with deep learning 

techniques. The architecture of their framework proves the significance of obtaining important 

part of the input image to generate a more accurate synthetic X-ray image. In this project, the 

corresponding partial image consists of the six anatomical landmarks that essentially reflect the 

spine curve, and the synthetic X-ray images are thus supposed to be generated by the original 

RGB-D images and the predicted landmarks. 

2.5 Image-to-Image Translation with cGAN 
The conditional generative adversarial network (cGAN) used in the third phase of this project to 

synthesize X-ray images from RGB-D images was investigated by Phillip et al. as a general-

purpose solution to image-to-image translation problems [7]. During the training process, cGAN 

learns a conditional generative model, and it is able to generate a corresponding output image 

when conditioning on an input image. The general framework based on cGAN proposed by 

Phillip et al. for image-to-image translation produced reasonable results on various problems, as 

shown in their original paper [7]. Confronting such a similar image-to-image translation 

problem, this project is expected to benefit from the feature of cGAN as well. 

2.6 AIS Assessment with MVC-Net 
With the same initiative as this project to help with AIS assessment, Hongbo et al. proposed a 

Multi-View Correlation Network (MVC-Net) to automatically estimate spinal curvature in multi-

view X-rays, which received a great success in providing a capable framework for robust and 

accurate estimation of Cobb Angles [8]. The MVC-Net is mainly composed of a Spinal 

Landmark Estimator network to estimate spinal landmarks and a Cobb Angle Estimator network 

to estimate Cobb Angles, and this network architecture was proved to be reliable for vertebrae 

detection and Cobb Angle estimation in their experiments [8]. The structure of this MVC-Net 

provides a head start into this project in which anatomical landmarks were detected first to obtain 

a more accurate spine curve. However, their solution still relies on X-ray images, and it can thus 

not be considered as a desirable approach to AIS assessment when taking the adverse effects of 

X-ray machine into account. 
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2.7 Vertebrate Detection and Labelling in Lumbar MR Images 
Given a 3D MR lumbar spine image, Meelis et al. designed a reliable method composed of two 

strong algorithms to localize and label in that 3D image all the vertebrae present [9]. Their 

experiments demonstrated that 3D images had significant potential in spine curve detection, and 

their algorithm provided efficient inference on graphical models [9]. Since RGB-D images also 

provide information in the 3D space, they shall be able to achieve similar effects on the spine 

curve estimation in this project. The problem of their model comes from the requirement of MR 

lumbar images or CT images specifically for the spine, which are unavailable in this project. 

2.8 Landmark Estimation for AIS Assessment with BoostNet 
With similar goal of the second phase of this project, Hongbo et al. proposed a BoostNet based 

on Convolutional Neural Network (CNN) to perform landmark estimation on X-ray images with 

statistical methodologies [10]. The BoostNet removes outlier features first, and uses a multi-

output regression layer to obtain spinal landmarks with low error rate. The BoostLayer of their 

network that minimizes the intra-class variance of the feature space provides a guideline for the 

data preprocessing stage of this project, while their reliance on X-ray images is what needs to be 

avoided in this project. 

2.9 Spine and Cobb Angle Estimator from Moire Images 
Working on the Cobb Angle measurement directly, Ran et al. proposed a screening system that 

can estimate spinal positions and screen spinal deformity based on Convolutional Neural 

Network (CNN) [11]. Their low-error results show that CNN-based framework has a great 

capability in detecting spinal landmarks. Therefore, it is also proposed to build a model for the 

landmark detection tasks of this project based on CNN to obtain better performance. The 

problem with this approach lies in the input requirement of this model as Moire images is 

unobtainable for this project. Therefore, our model shall differ from theirs in the sense that the 

features of RGB-D images should be incorporated into the design of our model. 

2.10 Landmark and 3D Spine Curve Estimation from a Kinect Sensor 
This project collected input data with the camera AKDK that captured RGB-D images to 

generate synthetic X-ray images. From similar Kinect sensor data, Vincent et al. successfully 

developed a new method for landmark and 3D spine curves estimation [12]. Given the depth map 
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and curvature map, their method is able to estimate anatomical landmark locations and the 3D 

spine curve. Their experiments shows clearly the benefit of RGB-D images from Kinect sensor 

in detecting anatomical landmarks and spine curve, and thus validates the input data and the 

approach proposed in this project. 

3. Datasets 
This section provides a full description of the customized datasets and the raw data statistics of 

this project. In this project, one data sample of a patient consists of an RGB-D image of the 

patient’s back, six anatomical landmarks labelled on the RGB-D image, and an X-ray image of 

the back. The pixel values and the size of all the images are measured in millimeters in this 

project. The complete datasets can be accessed through https://drive.google.com/drive/folders/

1svAsJSGmX1O4tbuBP-kNvQJuOKPkQnNC?usp=sharing. 

3.1 Landmark Detection 
The second phase of this project was to perform landmark detection on RGB-D images, and the 

model took RGB-D images as inputs and 6-channel heatmaps generated by the six anatomical 

landmarks as ground truth, the outputs were 6-channel heatmaps representing six predicted 

landmarks. 

3.1.1 RGB-D Images 

Figure 5: A sample RGB image (left) and the depth image (right) in the dataset. 
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An RGB-D image is a combination of a standard RGB image and its corresponding depth image 

in which each pixel relates to the distance between the corresponding point on the RGB image 

and the camera. In this project, all the RGB-D images were taken by the camera AKDK in DKH. 

Figure 5 illustrates a sample RGB-D image used as an input to our deep learning model for 

landmark detection with the RGB image on the left and the corresponding depth image on the 

right. The RGB-D images were all cropped and aligned to be in the size of  to remove 

some unnecessary background and standardize the whole dataset to feed into the HR-Net. 

RGB Images The statistics of different channels of all the raw RGB images are shown in Table 

2, the statistics were computed to perform data normalization at later stage.  

Table 2: Statistics of the raw RGB images. 

Figure 6: A visualized sample depth image. 

576 × 576
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Red Green Blue

Maximum 255 255 255

Minimum 0 0 0

Mean 124.033 125.955 137.415

Standard Deviation 50.665 45.107 46.480



Depth Images A sample depth image of the dataset is visualized in Figure 6 by enhancing the 

contrast. The patients were instructed to stand at a distance of 1.2 to 1.8 meters aways from the 

camera when capturing the RGB-D images in DKH, which ensures that the pixel values of the 

depth images fall within the range of [1200, 1800].  

Considering the raw depth images, the variance of a complete image is unpredictable due to the 

random noise at the background, while the pixel values on the back of the patients are relatively 

stable within the range of [1200, 1800]. Therefore, the statistics of the depth images were given 

by both the pixel values within the range of [1200, 1800] only and all the pixel values of the 

depth images, as shown in Table 3. The statistics were computed to perform data normalization 

at later stage. 

Table 3: Statistics of the raw depth images. 
3.1.2 Anatomical Landmarks 

In this project, the anatomical landmarks were labelled on the raw RGB-D images and stored in 

separate files in terms of their coordinates relative to the resolution of the raw RGB images. The 

coordinates were transformed accordingly after cropping and aligning the raw RGB-D images. 

The initially stored landmarks of a sample RGB image are shown in Figure 7 with each line 

representing the x and y coordinates of one landmark, respectively. Figure 8 illustrates the six 

landmarks plotted on the corresponding RGB-D in the dataset. 

Figure 7: The initial anatomical landmarks of a sample RGB-D image. 
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The Complete Image Area The Back Area

Maximum Value 13824 1800

Minimum Value 0 1200

Mean 2632.375 1345.884

Standard Deviation 2496.437 60.431



Figure 8: The landmarks plotted on a sample RGB-D image. 
3.2 X-ray Synthesis 

The third phase of this project was to synthesize X-ray images from the RGB-D images and six 

anatomical landmarks, and the model took RGB-D images and the predicted landmarks from the 

second phase as inputs and the real X-ray images as ground truth. The final output should be 

synthetic X-ray images. 

3.2.1 X-ray Images 

Figure 9: A sample processed X-ray image in the dataset. 
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In this project, the X-ray images were taken by different X-ray machines with different settings. 

Therefore, the raw X-ray images differ with each other in terms of size and the relative position 

on the image plane. Before training, the X-ray images were all cropped and resized to be 

 so that only the backs remain the focus of the cropped X-ray images. A sample X-ray 

image used in this phase as a ground truth is shown in Figure 9. 

3.2.2 RGB-D Images 
The RGB-D images used in the second phase were further cropped to match with the X-ray 

images so that the model got consistent inputs and ground truth. They were cropped to be in the 

size of  with the back remaining at the center of the image only to align with the X-ray 

images. A sample pair of aligned RGB-D image and X-ray image are illustrated in Figure 10. 

Figure 10: An aligned RGB image (left), depth image (middle), and X-ray image (right).

3.2.3 Anatomical Landmarks 

The landmarks were predicted from the second phase, and they remained the same except that 

their coordinates were transformed according to the transformation of the RGB-D images. 

3.3 Dataset Split 
There were 560 data samples collected during project. We randomly chose 520 data samples to 

form the training dataset and the remaining 40 data samples formed the validation dataset. 

128 × 256

128 × 256
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Besides, we obtained 67 RGB-D images with anatomical landmarks without corresponding X-

ray images, they formed the testing dataset in the landmark detection phase. For the X-ray 

synthesis, the testing dataset was the same as the validation dataset because the amount of data 

was limited. 

4. Project Methodology 
This section details the primary techniques used in the three phases of this project, respectively.  

4.1 Data Collection 
This subsection introduces how the RGB-D images were collected and preprocessed during the 

inception phase of this project.  

4.1.1 Microsoft Azure Kinect DK (AKDK) 
AKDK is a developer kit with advanced AI sensors for sophisticated computer vision and speech 

models as shown in Figure 11 [13]. Unlike X-ray machines that expose patients to radiation, 

AKDK does not induce any adverse effects. Designed for versatility, it combines an advanced 

depth sensor and a spatial microphone array with a video camera and orientation sensor to 

capture normal RGB images and depth images at the same time. The final product is, therefore, a 

combination of an RGB image with its corresponding depth image, namely an RGB-D image. 

During the inception phase, an interface was implemented to control AKDK so that the RGB-D 

images can be adjusted during the image capturing process. Since the video camera and the depth 

sensor locate differently inside AKDK, the two types of images captured by them are not 

consistent with each other in terms of size and the image scope as shown in Figure 12. Therefore, 

data preprocessing should be performed to get the RGB images depth images aligned. 

Figure 11: Microsoft Azure Kinect DK (AKDK). 
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Figure 12: A sample raw RGB-D image taken by AKDK. 
4.1.2 Data Preprocessing for RGB-D Images 

As shown in Figure 12,  the RGB images and the corresponding depth images taken by AKDK 

do not match with each other in size and image scope. According to the camera’s default setting, 

the initial resolutions of the RGB images and depth images are  and , 

respectively. It is thus necessary to align the RGB images with the corresponding depth images 

to feed the consistent RGB-D images into the deep learning model at later stage.  

Comparing the RGB image with the corresponding depth image as shown in Figure 12 and 

considering the feature of AKDK that its RGB camera and depth sensor are aligned horizontally 

with certain distance, it is also found that the RGB images differ from the depth images in a 

horizontal translation. The horizontal translation (  in Figure 12) can be obtained by mapping 

the real coordinate system to the depth coordinate system with the linear transformation 

equation: 

1920 × 1080 640 × 576

ΔS
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Figure 13: A sample of aligned and cropped RGB-D image with anatomical landmarks. 
When it comes to the image scope, the RGB images cover a larger background than the depth 

images, and the background is not related to the back at all. Therefore, our team decided to crop 

the RGB images to maintain the overlapping image plane only and resize the RGB images to fit 

with the size of the depth images. The RGB images were thus resized to be  to match 

the height of the depth images first. The background on the RGB images that was beyond the 

scope of the depth images was then removed. Furthermore, the RGB-D images were cropped to 

be  to remove more unnecessary background and ensure that the backs of the patients 

take a larger proportion of the image plane, and the anatomical landmarks were transformed 

[x′ 
y′ ] = F([x

y]) = [a1 a2
a3 a4] [x

y]

1024 × 576

576 × 576
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accordingly. The reason for cropping the RGB-D images is that less background noise on the 

RGB-D images may increase the performance of the deep learning model at later stage. The 

cropped RGB-D images are shown on Figure 13, and they served as inputs for the deep learning 

model based on HRNet. 

4.2 Landmark Detection 
This subsection introduces the primary methods used in the landmark detection phase of this 

project.  

4.2.1 High-Resolution Net (HRNet) 
An HRNet is essentially a CNN-based framework proposed by Ke et al. to learn reliable high-

resolution representations of an image [5]. It maintains high-resolution representations of an 

input image by connecting high-to-low resolution convolutions in parallel and produces strong 

and spatially precise high-resolution presentations by repeatedly conducting multi-scale fusions 

across parallel convolutions [5]. The underlying architecture of an HRNet is shown in [5, Fig. 

14] that contains four stages. The first stage consists of basic high-resolution convolutions. The 

remaining stages repeat two-resolution, three-resolution, and four-resolution blocks. Repeated 

information is exchanged across parallel convolutions to increase the learning capability of the 

model. Moreover, the capacity of this multi-resolution convolution is fully explored by 

aggregating outputs from all stages to produce the outcome. Therefore, the HRNet was 

considered a robust framework for landmark detection on RGB-D images in the second phase. 

An HRNet based on U-Net 256 was adopted to detect the six anatomical landmarks on the RGB-

D images. The network took 4-channel RGB-D images as inputs and generated 6-channel 

heatmaps as outputs. The ground truth was generated by a 2D Gaussian distribution centered at 

each landmark location with the standard deviation set to be 1.0. 

Figure 14: [5] The underlying architecture of an HRNet. 
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4.2.2 Data Standardization 
Data standardization is widely used in supervised learning tasks to map the distribution of data 

roughly to a standard Gaussian distribution. In this phase, Z-Score function was applied to all the 

RGB-D images to standardize the data as shown in the formula, 

 

where  and  are the mean and standard deviation of the dataset, respectively. 

As the distributions of RGB images and depth images differed greatly, the Z-Score 

standardization was applied to the RGB images and depth images separately. 

4.2.3 Data Augmentation 
This section introduces different data augmentation techniques used in the landmark detection 

phase of this project to make the model more robust. In this section, the depth images are all 

visualized by enhancing the contrast for clearer illustration of the effect of the data augmentation. 

Figure 15: A sample RGB-D image before (left) and after (right) translation. 
Translation The RGB-D images and landmarks were translated by a random pixel value within 

the box range of  with probability being 0.6. The box range of  

z(x) =
x − μ

σ

μ σ

[−100,100] [−100,100]
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guaranteed that the patients’ backs still fall within the scope of  the RGB-D images after 

translation. A sample RGB-D image and its counterpart after translation are shown in Figure 15. 

Figure 16: A sample RGB-D image before (left) and after (right) horizontal flipping. 
Horizontal Flip The RGB-D images and landmarks were horizontally flipped with probability 

being 0.6. A sample RGB-D image and its counterpart after horizontal flipping are shown in 

Figure 16. 

Rotation The RGB-D images and landmarks were rotated by a random value within the range of 

[ , ] with probability being 0.6. A sample RGB-D image and its counterpart after rotation 

are shown in Figure 17. 

Depth Offset All the pixel values in depth images were added by a random value within the 

range of  [-1000, 1000] with probability being 0.6 to achieve depth offset. The coordinates of the 

landmarks remained the same since they were labelled in 2D space and they would not be 

influenced by the depth value. A sample depth image and its counterpart after depth offset are 

visualized in Figure 18 by enhancing the contrast. 

−30∘ 30∘
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Figure 17: A sample RGB-D image before (left) and after (right) rotation.


Figure 18: A visualized sample depth image before (left) and after (right) depth offset.

Random Noise at the Background Random noise were added to the background of the RGB-D 

images with probability being 0.6 as shown in Figure 18. The scope of background was 

determined by the pixel values beyond the range of [1200, 1800]. A sample RGB-D image and 

its counterpart after adding random noise at the background are shown in Figure 19. 
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Figure 19: A sample RGB-D image and its random noise. 
4.2.5 Training and Evaluation Methods 

Training Method The pre-trained HRNet model on the ImageNet dataset was loaded first to pre-

train the model. The model was then trained for 60 epochs with the initial learning rate being 

0.0001 and the batch size being 8. In each epoch, the training dataset was shuffled to differentiate 

the order of loading the data. As for the optimizer in the backward pass, Adam optimizer was 

used to obtain a more stable loss decrement curve with the weight decay and momentum both set 

to be 0. The model was validated on the validation dataset at the end of each epoch in order to 

avoid overfitting. 

Loss Function and Evaluation Method The model was optimized by the Mean Squared Error 

Loss (MSELoss), which is widely adopted in landmark detection tasks: 

            

    

As shown in the formula above, the MSELoss is computed as the mean value of the squared L2 

distance between each pair of the corresponding pixel values on the input matrix M and ground 

truth matrix GT. The performance of our model was thus quantitatively measured by the 

MSELoss on the testing dataset, and it was also mutually measured by professionals’ checking 

the outputs of the model on the testing dataset.  

M, GT ∈ ℝm×n×c

MSEL oss(M, GT ) =
Σk<c

k=0Σi<m
i=0 Σ j<m

j=0 (Mi, j,k − GTi. j,k)2

mnc
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Results The MSELoss of our model on the testing dataset is , which is pretty small. 

The full testing results of our model can be visualized through https://drive.google.com/drive/

folders/1svAsJSGmX1O4tbuBP-kNvQJuOKPkQnNC?usp=sharing, from which it can be found 

that the predicted landmarks are close to the ground truth. Overall, our model achieved excellent 

performance for landmark detection on the RGB-D images. 

4.3 X-ray Synthesis 
This subsection covers the main methods used in the X-ray synthesis of this project. 

4.3.1 The pix2pix Model 
General Architecture GAN is a class of machine learning systems invented by Ian Goodfellow 

et al. in 2014, containing two neural networks contesting with each other, namely a generator and 

a discriminator [14]. Given a training set, GAN learns a generative model of data and generate 

new data with the same statistics as the training set. Conditional Generative Adversarial 

Networks (cGANs) are essentially GANs with conditional settings so that the model can learn a 

conditional generative model of data to generate new data [7]. Particularly, cGANs deal with 

image-to-image translation problems efficiently by generating output images with the conditional 

model learned from input images during the training process. Brain et al. developed a pix2pix 

model that generated synthetic X-ray images from surface geometry with satisfactory outcome 

based on cGAN, which is similar to the requirement of this project [6]. Therefore, the pix2pix 

model was also adopted in this project to synthesize X-ray images with the conditional Least 

Squares GAN (cLSGAN) that uses the least square error as the loss function in the training 

process. In order to feed both RGB-D images and the anatomical landmarks into the model, the 

model was designed to take 10-channel data as inputs, including the 4-channel RGB-D images 

and the 6-channel heatmaps derived from the six anatomical landmarks. Eventually, the model 

should output 3-channel X-ray images, and all the input and output images were confined to be 

in the size of . 

Generator The backbone of the generator was a ResNet with 9 ResNet blocks because it 

supports more flexible inputs. Other alternative backbones like the U-Net family imposes a 

stricter size constraint on the input and output images so that their shape should be adjusted to be 

square in order to obtain the best result. Moreover, our experiments showed that ResNet 

4.747 × 10−5

128 × 256
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performed better on our training dataset. Some layer dropouts were also added inside the residual 

blocks with probability being 0.5 to avoid overfitting. Generally, we designed the backbone of 

the generator of the model based on a ResNet of 9 ResNet blocks with random dropout layers. 

Discriminator The backbone of the discriminator was a  PatchGAN as proposed by 

Brain et al [6]. It took the synthetic images and the real images as several  patches to 

decide whether the input image was real. In this backbone, the training process was accelerated 

by reducing the size of the inputs, and the resolutions of input and output images were not 

confined as the generator was a convolutional network without any fully connected layers. The 

feature of this backbone provided considerable flexibility for the inputs of this project, and it was 

thus considered as a better discriminator over other possible alternatives. 

4.3.2 Data Preprocessing for X-ray Synthesis 
Different X-ray images differ with each other in both resolutions and relative locations in the 

image plane because they were taken by different X-ray machines. Therefore, the alignment of 

X-ray images was necessary to form a consistent dataset in this phase. Moreover, there was a 

large proportion of unnecessary background occupying the original X-ray images as shown in 

Figure 20. Therefore, the alignment of the X-ray images shall involve cropping as well. In this 

project, the X-ray images were mainly cropped and aligned by the two landmarks C7 and 

Sacrum pre-labelled on the X-ray images as shown in Figure 20. We used the two landmarks C7 

and Sacrum to align the X-ray images because they roughly outline the back area vertically. 

Alignment Method Assume that the coordinates of 2 anatomical landmarks were  and 

, and the resolution of the X-ray images was . We removed the vertical area with 

 and . The updated height of the image was thus  

 and pivot was defined as . Then we removed 

the horizontal area with  and . The updated width of the image was 

thus . Lastly, the anti-alias technology was used to resize the images to be . 

The cropped and aligned X-ray images contained the backs of the patients only. Similar 

70 × 70

70 × 70
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procedures were performed on the RGB-D images from the dataset of the second phase to 

roughly align the RGB-D images with the X-ray images to facilitate image-to-image translation. 

Figure 10 shows a pair of aligned RGB-D image and X-ray image. 

Figure 20: A sample raw X-ray image (left) and its cropped counterpart (right). 
4.3.3 Data Standardization and Normalization 

X-ray images were provided in the third phase of this project to serve as ground truth of the 

pix2pix model. However, The X-ray images were taken by different X-ray machines with 

different settings, which results in various contrast among the X-ray images. In order to make the 

model learn from the ground truth and generate X-ray images independent of the contrast of the 

ground truth, contrast stretching were applied to all the X-ray images before feeding them into 

the model. Moreover, contrast stretching increased the input image quality, and thus guaranteed 

the readability and consistency of the synthetic X-ray images. 

Contrast stretching is an image enhancing algorithm that enhances the contrast of an image by 

linearly mapping the intensity of an image to the full range of the pixel values. The X-ray images 

with different contrast can thus be standardized by scaling the identity of all the X-ray images to 

the same range so that the overall contrasts are roughly the same among all the X-ray images, 

and a sample pair of X-ray images and their counterparts after applying contrast stretching are 

illustrated on Figure 21. To avoid the extreme case where the maximum or minimum intensity 

was too far away from the majority of the intensities, we applied contrast stretching based on the 
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2nd and 98th quantiles of the images. Assume that the 2nd and 98th quantiles of the images were 

 and , and the target intensity range was , then the mapping function 

should be: 

                                                         . 

The intensity of all the X-ray images were then mapped to the range of [0,255] by contrast 

stretching. However, in order to make the best of the model, all the images was further 

normalized so that the pixel values were all linearly mapped to the range of [-1,1]. 

Figure 21: A sample pair of X-ray images with (right) and without (left) contrast stretching. 
4.3.4 Data Augmentation 

The amount of data collected in this project was limited for a GAN to obtain a great 

performance, and this problem was mitigated by performing data augmentation with a relatively 

higher probability to make the model more robust. The data augmentation effects were similar to 

that of the second phase, and thus the corresponding figures are not provided in this section. 

q2 q98 [rmin, rmax] = [0,255]

x* = (x − rmin)
q98 − q2

rmax − rmin
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Translation The RGB-D images, anatomical landmarks, and X-ray images were randomly 

translated within the box range of [-30, 60] with probability being 0.65. 

Horizontal Flip The RGB-D images, anatomical landmarks, and X-ray images were randomly 

flipped horizontally with probability being 0.65. 

Rotation The RGB-D images, anatomical landmarks, and X-ray images were randomly rotated 

within the range of [ , ] with probability being 0.65. 

Depth Offset The depth images were added by a random value within the range of  [-1000,1000] 

with probability being 0.65. 

Rescaling The RGB-D images, anatomical landmarks and X-ray images were rescaled by a 

random scale factor within the range of [0.75, 1.25] with probability being 0.65. 

4.3.5 Training and Evaluation Methods 

Training Method The model was trained for 200 epochs, and the batch size was initially set to 

be 1 when loading the data since the instance normalization layer worked better than the batch 

normalization layer in the pix2pix model [6]. The training dataset was shuffled in each epoch to 

differentiate the order of loading data.The learning rate was observed to be 0.0002 in the first 

100 epochs and linearly reduced from 0.0002 to 0 in the second 100 epochs. Adam optimizer was 

used to obtain a more stable loss decrement curve, and the weight decay and momentum for the 

optimizer were set to be 0 and 0.5, respectively. The model was validated on the validation 

dataset at the end of each 10 epochs in order to avoid overfitting. 

Loss Function The loss function of the model combines a conditional LSGAN loss and a 

weighted L1 loss to achieve a better result as proved by Brain et al [6]. The loss function of this 

project was thus given by  

                                           . 

where  was set to be 10.0 after relevant experiments. 

Evaluation Method The outputs of this phase were synthetic X-ray images, and the evaluation of 

these outputs was based on the similarity of them with the ground truth. In this project, the image 

hashing and histogram intersection were proved to be able to measure the similarity between the 

−30∘ 30∘

G* = arg min
G

max
D

ℒcLSGAN(G, D) + λℒL1(G )

λ
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synthetic X-ray images and ground truth more reliably. The principle of the histogram 

intersection is to compute the intersection between two images to measure their similarity, and its 

value falls within the range of [0,1]. The synthetic X-ray image was more similar to the ground 

truth when the value of the histogram intersection got larger and the image hashing got smaller. 

Results Our model successfully synthesized high-quality X-ray images with a spine curve close 

to the ground truth, and the results can be visualized through https://drive.google.com/drive/

folders/1svAsJSGmX1O4tbuBP-kNvQJuOKPkQnNC?usp=sharing. The mean histogram 

intersection and the mean image hashing of the synthetic X-ray generated by our model were 0.9 

and 5.675, which proved a great performance of our model in this phase.

5. Experiments and Results 
This section provides design and implementation details of several experiments carried out in 

this project and analyze their corresponding results. 

5.1 Landmark detection 
This section introduces the experimental design, results and analysis of the experiments carried 

out in the landmark detection phase of this project. 

5.1.1 Input Data Validation 

Experimental Design The RGB-D images collected in this project provide 4-channel 

information in 3D space. It was expected that the addition of depth information would increase 

the capability of the deep learning model to detect the anatomical landmarks though the 

anatomical landmarks were labelled on the RGB images only. This section was designed to 

compare  the performance of the model when inputting different combinations of data. The pre-

labelled anatomical landmarks served as ground truth in all the experiments and the outputs 

should be 6-channel heatmaps representing the six predicted landmarks. The results were 

evaluated by the MSELoss to measure the performance of the model with different inputs. 

Results and Analysis Three experiments were conducted with different input combinations, 

keeping other variables constant. The MSELoss of each model on the testing dataset is shown in 

Table 4. The experiment that inputted RGB-D images reached the lowest MSELoss among all 
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the three possible combinations of the inputs. The 4-channel RGB-D images were, therefore, 

firstly validated by the MSELoss on the testing dataset. 

Table 4: Experiments with different input combinations. 

Moreover, the training loss and validation loss curves in these three experiments were captured 

in Figure 22 to analyze and compare the behavior of the model during the training and validation 

process, respectively. As shown in Figure 22, the training loss and validation loss of the 

experiment that inputted RGB-D images not only converged at the first place but also converged 

to the loss with the lowest value compared to the other two experiments. It is also interesting to 

observe that the training loss curve and validation loss curve of the experiment that inputted 

RGB images are close to their counterparts of the experiments that inputted RGB-D images, and 

they performed better than the model that inputted depth images only. This result shows that the  

RGB images fit better with the training dataset and validation dataset than the depth image, 

which may be partially caused by the fact that the ground truth was labelled based on RGB 

images without referring to the depth image. However, the experiment that inputted depth images 

only reached a lower MSELoss than the experiment that inputted RGB images, which proves the 

contribution of the depth information to the accuracy of the model. 

Figure 22: Training loss curve (left) and validation loss curve (right). 
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Experiment Input Number of Channel(s)

1 D 1 5.816

2 RGB 3 6.285

3 RGB-D 4 4.747

Mean MSELoss ( )10−5



Overall, with the help of the depth information, the model obtained the best performance when 

inputting RGB-D images.The 4-channel RGB-D images were thus proved to the best 

combination of the input data for this model. 

5.1.2 Data Augmentation Validation 

Experimental Design Different data augmentation techniques were performed during the 

training process of the model for landmark detection to make the model more robust and prevent 

it from overfitting the training data. In order to prove the validity and effectiveness of the data 

augmentation at this stage, several experiments were carried out accordingly. Since it was 

already proved that the RGB-D images play the best among all the possible input data 

combinations, the experiments in this section only concerned the model inputing RGB-D images. 

Meanwhile, data augmentation was also performed on the testing dataset specifically in this 

section to increase the difficulty for the model during the testing process. The basic idea of the 

experiments in this section was to compare the performance of the model under different 

circumstances in which data augmentation was either performed or not on the training or 

validation dataset. The evaluation of the model was again based on the MSELoss on the testing 

dataset and the behavior of the model during the training and validation process. 

Results and Analysis The MSELoss of each experiment is shown in Table 5. The results reflect 

that data augmentation on the training dataset decreased the MSELoss, while data augmentation 

on the testing dataset increased it. Particularly, the model with data augmentation on testing 

dataset but not on training dataset failed to provide an acceptable performance, which indicates 

that the model was not capable of dealing with strange cases without data augmentation in the 

training process. 

The loss curves during the training process and validation process were plotted in Figure 23. The 

figure shows that the model with data augmentation on training dataset provided a higher but 

more stable loss curve, while it provided a lower and more stable curve on the validation dataset. 

Specifically, the model without data augmentation encountered overfitting at later stage of the 

training process when combining the training loss curve with the validation loss curve, while the 

model with data augmentation didn’t encounter such a problem. Therefore, the observation from 

the loss curves is consistent with the testing results. 
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Overall, the data augmentation techniques on training dataset were proved useful for the model 

to resolve the overfitting problem. 

Table 5: Experiment results with or without data augmentation. 

Figure 23: Training loss curve (left) and validation loss curve (right). 
5.1.3 Data Standardization Validation 

Experimental Design In this project, the data distributions of the RGB images and depth images 

differed from each other greatly, which makes data standardization necessary. Experiments were 

thus carried out to figure out an appropriate way to standardize the RGB images and depth 

images with the two widely-adopted methods, i.e. Min-Max standardization and Z-Score 

standardization. 

The Min-Max standardization applies the formula below to all the pixel values over the whole 

image to contain all the pixel values within the range of [0,1]. 

  

The Z-score standardization applies the Z-score function below to the whole image so that all the 

pixel values form a standard Gaussian distribution with mean 0. 

x* =
x − min

max − min

Page  of 36 55

Experiment Data Augmentation on 
Training Dataset

Data Augmentation on 
Testing Dataset

1 Yes No 4.747

2 Yes Yes 5.247

3 No No 5.798

4 No Yes 25.356

Mean MSELoss ( )10−5



 

Since the variance of the depth images was too large due to the background, separate 

experiments that concern the back only should be conducted to avoid noise from the background. 

The evaluation of the model remain the MSELoss and the training and validation loss curves.

Results and Analysis The results of the experiments on the testing dataset with different 

standardization methods are shown in Table 6. The testing results show that data standardization 

improved the performance of the model to a large extent, and the Z-Score function performed 

much better than Min-Max standardization. Particularly, the model performed best when the Z-

Score function was applied to the complete images. 

Table 6: Experiment results with different data standardization methods. 

The loss curves during the training and validation process were all plotted in Figure 24. The 

results from Figure 24 are consistent with the testing results. The model performed worst on the 

unstandardized dataset during both the training and validation processes. The Z-Score function 

was better than Min-Max standardization for this model, and it worked especially well when 

applied to the complete image. The loss curves of Min-Max standardization on both of the 

images were close to each other during both training and validation process. 

Overall, Z-Score function was chosen as the data standardization method in this phase due to its 

greater performance over other possible methods. 

z(x) =
x − μ

σ
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Experiment Standardization

1 None 26.744

2 Min-Max for the complete 
images

17.989

3 Min-Max for the backs only 19.801

4 Z-Score for the complete 
images

4.747

5 Z-Score for the backs only 8.591

Mean MSELoss ( )10−5



Figure 24: Training loss curve (left) and validation loss curve (right). 
5.2 X-ray Synthesis 

This section introduces the experimental design, results and analysis of the experiments carried 

out in the X-ray synthesis phase of this project. In this section, the synthetic X-ray images were 

manually evaluated based on their clarity, their similarity with the ground truth, and the clarity 

and similarity of the spine curve with the ground truth spine curve. They were also quantitatively 

measured by the mean histogram intersection and the mean image hashing in some experiments. 

Medical professionals’ checking of the synthetic X-ray images was also a significant reference 

for the evaluation of the outputs. 

5.2.1 Data Preprocessing Validation 

Experimental Design As discussed earlier, the raw RGB-D images and X-ray images collected 

from DKH varied across the whole dataset in terms of the positions of the backs, the image 

contrast, etc. This experiment was designed to compare the performances of the model inputting 

all the raw X-ray images and raw RGB-D images and the model inputting the X-ray images and 

RGB-D images after data preprocessing. The synthetic X-ray images were only measured by 

their image quality and their similarity with the ground truth manually because the difference 

was obvious enough. 

Results and Analysis Two samples of the synthetic X-ray images and the corresponding ground 

truth are shown in Table 7. The results show that inputting raw data without data preprocessing 

resulted in either unclear and incomplete output, or an inaccurate spine curve detected from the 

synthetic X-ray images. On the other hand, the model performed much better in generating clear 

and complete synthetic X-ray images with a relatively precise spine curve after the cropping and 

alignment of all the input RGB-D images and ground truth. 
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Overall, the model had a better performance after preprocessing all the input RGB-D images and 

ground truth so that their size and the position of the patient’s back on the image plane were 

roughly the same. 

Table 7: Experiment results with or without data alignment. 
5.2.2 Input data Validation 

Experimental Design There were 4-channel RGB-D images and 6-channel heatmaps available 

for synthesizing X-ray images in this phase. This section was designed to verify that inputting all 

the 10-channel information would obtain the best result from this model. We designed six 

experiments based on different combinations of RGB images, depth images and the anatomical 

landmarks to assess the performance of the model and identify the best input data combination. 

The evaluation was based on the quality of the synthetic X-ray images and the mean histogram 

intersection and mean image hashing of them. 

Results and Analysis Two samples of the synthetic X-ray images from each experiment are listed 

in Table 8, and the mean histogram intersection and mean image hashing of each experiment are 

shown in Table 9. According to the results, the model inputting RGB-D images and six 

anatomical landmarks generated clearer synthetic X-ray images with higher quality and more 
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Experiment Input Ground Truth 1 Output 1 Ground Truth 2 Output 2

1 Without 
Alignment

2 With Alignment



accurate spine curve over other experiments, and it also achieved the highest mean histogram 

intersection and the lowest mean image hashing among all the experiments. 

Overall, the model performed best when inputting the 4-channel RGB-D images together with 

the 6-channel heatmaps. 

Experiment Input Ground Truth 1 Output 1 Ground Truth 2 Output 2

1 RGB

2 Depth

3 RGB-D

4 RGB, 
landmarks
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Table 8: Synthetic X-ray images generated from different inputs. 

Table 9: Statistics of the experiment results. 
5.2.3 Contrast Stretching Validation 

Experimental Design X-ray images of the patients’ backs were captured by different X-ray 

machines to feed into the model as ground truth in this phase, and thus the X-ray images differed 

with each other in terms of image contrast. This section was designed to examine the influence of 

the contrast of the ground truth on the synthetic X-ray images and verify that the model would 

have the best performance after eliminating the difference of the contrast of the ground truth by 

contrast stretching. The evaluation of the outputs was based on the quality of the synthetic X-ray 

images and the mean histogram intersection and mean image hashing of them. 

5 Depth, 
landmarks

6 RGB-D, 
landmarks
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Experiment Input Mean Histogram Intersection Mean Image Hashing

1 RGB 0.775 11.15

2 Depth 0.836 10.2

3 RGB-D 0.813 9.425

4 RGB, landmarks 0.826 10.15

5 Depth, landmarks 0.847 9.4

6 RGB-D, landmarks 0.9 5.675



This section adopted three widely used techniques to align the contrast of all the X-ray images, 

namely histogram equalization, adaptive equalization and contrast stretching, to produce three 

datasets for comparison. Furthermore, we applied the model on the three datasets to figure out 

the most appropriate technique of contrast alignment for this project. 

Results and Analysis The three techniques were proved to successfully mitigate the difference of 

the contrast between different X-ray images, and the X-ray images applying the three techniques 

and their corresponding data distributions are shown Table 10. According to Table 10, aligning 

the image contrast across the dataset increased the clarity of the ground truth. Among the three 

techniques, histogram equalization over-enhanced the contrast of the X-ray images so that the 

outcomes were too bright, and thus the image quality was not desirable. On the other hand, 

adaptive equalization failed to normalize the image intensity across the dataset, which is 

undesirable for this project as well. 

Original Image Histogram 
Equalization

Adaptive 
Equalization

Contrast Stretching

Sample 1

Sample 2
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Table 10: X-ray images applying different contrast alignment techniques. 

Overall, contrast stretching avoid the problems of histogram equalization and adaptive 

equalization in the sense that it produces normal X-ray images with proper brightness and 

roughly achieves normalization effects for the image intensity across the dataset. 

Regarding the output of the model from the original and the contrast-stretched datasets, two 

samples of data consisting of the ground truth and the synthetic X-ray images are illustrated in 

Table 11. According to the results, the synthetic X-ray images from the original dataset had 

random contrast, and they were not always consistent with the ground truth in terms of contrast. 

With the contrast stretching, the contrast of the synthetic X-ray images was all standardized 

independent of the input, and the image clarity was thus improved significantly. 

Distribution 1

Distribution 2
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Table 11: Synthetic X-ray images with or without contrast stretching. 
5.2.4 Data Augmentation and Layer Dropout Validation 

Experimental Design The amount of data samples collected in this project was limited, and it 

might be insufficient to train a robust model but result in overfitting. This problem was mitigated 

by performing data augmentation and layer dropout, and this section was designed to validate 

them. We applied either data augmentation or layer dropout or both of them to the original 

dataset to compare with the model without performing these techniques. The evaluation of the 

outputs was based on the quality of the synthetic X-ray images and the mean histogram 

intersection and mean image hashing of them. 

Results and Analysis Two samples of data and their corresponding synthetic X-ray images 

generated from different experiments are shown in Table 12, and the mean histogram intersection 

and mean image hashing are listed in Table 13. According to the results, some of the models 

failed to provide an acceptable result on the testing dataset. As shown in Table 13, the model 

without data augmentation and layer dropout failed to generate the X-ray images with complete 

spine curves. However, this model performed well in the training dataset, which could be an 

Page  of 44 55

Ground Truth 1 Output 1 Ground Truth 2 Output 2

Original Dataset

Contrast-stretched 
dataset



evidence of overfitting. As for the data augmentation and layer dropout, both of them helped to 

increase the performance of the model, and a combination of them gave the best result. 

Overall, the data was likely to encounter overfitting with such a small dataset, and data 

augmentation and layer dropout were effective in addressing the problem and increasing the 

capability of the model. 

Experimental Setting Ground Truth 1 Output 1 Ground Truth 2 Output 2

N/A

Data augmentation

Layer Dropout
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Table 12: Synthetic X-ray images from different experimental settings. 

Table 13: Statistics of the experiment results with different settings. 
5.2.5 Validation of the Backbone of the Generator  

Experimental Design The pix2pix model provides flexibility for the choice of the backbone of 

the generator, and different backbones vary in terms of the requirement of the input images. This 

section was designed to compare the performance of the models with different backbones and 

figure out the most suitable backbone for this project. The aligned X-ray images are all in the 

size of , they were adjusted by adding padding or resizing the images to the fulfill the 

requirements of some backbones like U-Net family. The evaluation of the output was again based 

on the synthetic X-ray images and the mean histogram intersection and mean image hashing. 

Results and Analysis The synthetic X-ray images from different models are given by Table 14, 

and the mean histogram intersection and mean image hashing of different results generated from 

different backbones are shown in Table 15. According to the results, the ResNet performed better 

in terms of the image quality and the clarity and accuracy of the spine curve, while the U-Net 

family produced some synthetic X-ray images with distorted background. For the RestNet with 6 

blocks and 9 blocks, they both performed better on the data with the size of . 

Data augmentation, 
layer dropout

128 × 256

128 × 256
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Experiment Experimental Setting Mean Histogram 
Intersection Mean Image Hashing

1 N/A 0.771 14.375

2 Data augmentation 0.862 9.825

3 Layer dropout 0.883 7.125

4 Data augmentation, layer 
dropout 0.9 5.675



Particularly, the RestNet with 9 blocks produced the synthetic X-ray images with the best quality 

and the most accurate spine curve, and it gave the largest mean histogram intersection with the 

smallest mean image hashing. 

Overall, the RestNet with 9 blocks was validated as the best backbone for the generator among 

all the possible backbones attempted in this section when inputting the ground truth with the size 

of . 128 × 256

Dataset Backbone Ground Truth 1 Output 1 Ground Truth 2 Output 2

U-Net 128

U-Net 256

ResNet with 6 
blocks

ResNet with 9 
blocks

128 × 256

256 × 256

256 × 256

128 × 256
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Table 14: Synthetic X-ray images from various datasets and backbones. 

Table 15: Statistics of the experiments with different datasets and backbones. 
5.2.6 Weight of L1 loss Validation 

Experimental Design The loss function of the pix2pix model combines the cLSGAN loss and L1 

loss with a weight . This section was designed to figure out the value of  that could obtain the 

best result from the model. We designed four experiments with  being 2.5, 5.0, 10.0, 15.0 and 

30.0, and the evaluation of the output was again based on the synthetic X-ray images generated 

by the models and the mean histogram intersection and mean image hashing. 

ResNet with 6 
blocks

ResNet with 9 
blocks256 × 512

256 × 512

λ λ

λ
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Experiment Dataset Backbone Mean Histogram 
Intersection

Mean Image 
Hashing

1 U-Net 128 0.497 6.500

2 U-Net 256 0.483 6.150

3 ResNet with 6 
blocks 0.871 6.000

4 ResNet with 9 
blocks 0.9 5.675

5 ResNet with 6 
blocks 0.323 8.125

6 ResNet with 9 
blocks 0.817 9.250256 × 512

256 × 256

256 × 512

256 × 256

128 × 256

128 × 256



Results and Analysis The synthetic X-ray images output from different experiments are listed in 

Table 16, and the mean histogram intersection and mean image hashing of the outputs of the 

different experiments are shown in Table 17. Examining the results, a smaller value of  gave 

clearer synthetic X-ray images with a relatively inaccurate spine curve, while larger  failed to 

produce synthetic X-ray images with high quality but the spine curves are more accurate. 

Therefore, the value of  can neither be too small nor too large. Among all the values attempted, 

=10 provided the best result. Our model makes use of =10 tentatively, but a  with better effect 

on the testing dataset may be obtained with further investigation. 

λ

λ

λ

λ λ λ

Ground Truth 1 Output 1 Ground Truth 2 Output 2

2.5

5.0

10.0

λ
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Table 16: Synthetic X-ray images from the experiments with different weights of L1 loss. 

Table 17: Statistics of the experiment results with different weights of L1 loss. 

6. Project Progress 
This section outlines the schedule of this project and points out two main limitations of this 

project. 

6.1 Project Schedule 
In the first phase, our team implemented an interface to control AKDK and capture the RGB-D 

images. We finished this equipment setup process by the end of October 2019. Meanwhile, we 

identified the project scope, completed a detailed project plan, built a project website, and 

confirmed the landmark locations for labeling and detection. In the second phase, we identified 

15.0

30.0
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Experiment Mean Histogram 
Intersection Mean Image Hashing

1 2.5 0.878 9.875

2 5.0 0.834 9.775

3 10.0 0.9 5.675

4 15.0 0.772 6.225

5 30.0 0.367 6.375

λ



the HRNet as the basic framework for landmark detection after relevant researches. Our team, 

therefore, built a deep learning model based on HRNet to perform landmark detection on RGB-D 

images. For the last phase, we built and trained a pix2pix model based on cGAN with an 

appropriate generator and discriminator to synthesize X-ray images from RGB-D images after 

careful investigation. Table 18 gives a detailed timetable for the previous stages.    

Table 18: The previous stages in this project. 

6.2 Data Availability Problem 
The most critical problem of this project is the limited availability of data. The data collection 

process in DKH started after the inception phase, and the amount of data collected every week 

was around 50. However, the previous deep learning projects that succeeded in obtaining a 

reliable and precise deep neural network trained their models with a much larger amount of data. 

Therefore, the shortage of data was a prominent obstacle to this project. Our team proposed to 

perform data augmentation on the existing data that involved rotation, flipping, translation, and 

depth offset to produce more data for training purposes so that the model can be more robust. 
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Date Progress Deliverable

9/1/2019 - 9/30/2019 Identified the project scope. 
Planned for the project.

A detailed project plan. 
The project website.

10/1/2019 - 10/31/2019 Developed an interface to control 
AKDK. 

Set up AKDK to capture RGB-D 
images.

A program for controlling 
AKDK. 

Captured RGB-D images.

11/1/2019 - 12/31/2019 Built a deep learning model 
based on HRNet.

A basic structure of the HRNet.

1/1/2020 - 2/2/2020 Trained and adjusted the HRNet. A trained and tested HRNet. 
A detailed interim report.

2/3/2020 - 3/1/2020 Built a pix2pix model. A basic architecture of the 
pix2pix model.

3/1/2020 - 4/1/2020 Trained and adjusted the pix2pix 
model.

A trained and tested the pix2pix 
model.

4/2/2020 - 4/29/2020 Tested and adjusted the two deep 
learning models. 

Prepared for a final presentation.

Two deep learning models. 
A final project report.



6.3 Data Inconsistency Problem 
Another noticeable limitation of this project was the inconsistency between the same patient’s X-

ray image and the RGB-D image. In this project, the RGB-D images taken by AKDK served as 

input data for the HRNet to detect landmarks in the second phase and for the pix2pix model to 

synthesize X-ray images in the third phase. The patients’ X-ray images served as ground truth for 

the pix2pix model. The main concern was that these two types of images were not taken at the 

same time for the same patients, which might result in the discrepancy between a patient’s state 

and relative positions in the RGB-D image and that in the X-ray image. This problem was 

mitigated by giving instructions to patients when taking the images so that the same patient’s 

state and relative positions in these two images were almost the same. Our team also tried to 

align all the RGB-D images and X-ray images with various data preprocessing techniques to 

minimize the inconsistency. 

6.4 Future Work 
This section introduces several possible directions that can be worked on in the future, based on 

the achievements of this project so far. 

6.4.1 Improvement of the Dataset 
As discussed in the earlier part of this report, there still exists some problems in the dataset, and 

they can be prevented in the future under certain circumstances. The RGB-D images and X-ray 

images can be aligned more precisely if they can be captured at the same time for the same 

patient. The accuracy of the pre-labelled anatomical landmarks on the RGB-D images can be 

further guaranteed if they can be labelled according to both of the RGB images and depth images 

at the same time, which requires a more advanced labelling program that can visualize the labels 

on both of the RGB images and depth images. 

6.4.2 Improvement of the Model 
The performance of the pix2pix model may be improved by other backbones or other generative 

adversarial networks. In this project, we adopted the pix2pix model with a ResNet of 9 blocks as 

the backbone of the generator and a  PatchGAN as the backbone of the discriminator 

because such a model performed best in our experiments. However, the dataset of this project is 

unique, and there can be different combinations of generator and discriminator we did not 

70 × 70
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attempted. Future work on the improvement of the model may attempt different generative 

adversarial networks to figure out the best model for this dataset. 

6.4.3 Improvement of the Evaluation Methods 
The final output of our network was only quantitatively evaluated by the histogram intersection 

and image hashing while the Cobb Angle measurement should be finished manually, which is 

inefficient. Based on the existing model, one can develop a Cobb Angle estimator to 

automatically measure the Cobb Angle from the synthetic X-ray images. The accuracy of the 

Cobb Angle measured from the synthetic X-ray images can determine the performance of the 

model in the sense that the X-ray images were generated primarily for the Cobb Angle 

estimation. On the other hand, based on the idea of SSIM, a specifically designed index that 

measures the image clarity and similarity with a focus on the spine curve will fit with the 

purpose of this project. 

7. Conclusion  
In conclusion, this project aims to generate X-ray images of children’s backs from the 

corresponding RGB-D images with deep learning techniques in the early diagnosis of scoliosis. 

This project contains three phases, and the major deliverables are two deep learning models for 

landmark detection and X-ray synthesis based on HRNet and the pix2pix model, respectively. An 

HRNet was built and trained for landmark detection on RGB-D images in the second phase, and 

a pix2pix model was built and trained for X-ray synthesis in the third phase. With these two deep 

learning models, this project achieved its goal of generating X-ray images of children’s backs 

from the corresponding RGB-D images with an acceptable performance. 
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